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Purpose of Exam Objectives 

When an exam is being developed, the Subject Matter Experts work together to 
define the role the certified individual will fill. They define all of the tasks and 
knowledge that an individual would need to have in order to successfully implement 
the product. This creates the foundation for the objectives and measurement 
criteria, which are the basis for the certification exam. 

 
The Certification item writers used these objectives to develop the questions that 
they wrote, and which will appear on the exam. 

 
It is recommended that you review these objectives. Do you know how to complete 
the task in the objective? Do you know why that task needs to be done? Do you know 
what will happen if you do it incorrectly? If you are not familiar with a task, then go 
through the objective and perform that task in your own environment. Read more 
information on the task. If there is an objective on a task there is about a 95% chance 
that you WILL see a question about it on the actual exam. 

 
After you have reviewed the objectives and completed your own research, then 
take the assessment exam. While the assessment exam will not tell which question 
is answered incorrectly, it will tell you how you did by section. This will give you a 
good indication as to whether you are ready to take the actual exam or if you need 
to further review the materials. 

 

Note: This is the high-level list of objectives. As you review these objectives, you will see a 
more detailed level of how to perform the task. 
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Section 1:  Planning & Installation 
 

TASK: 1.1 Define the steps needed to prepare for an install of Cloud Pak for Data and 
any associated services 
 

SUBTASK(S): 

1.1.1. Describe the cluster architecture for Cloud Pak for Data 

1.1.1.1 Understand the roles of the various types of nodes and their possible topologies.  

1.1.2. Define the factors that influence the selection of a storage type 

1.1.2.1 Cloud Pak for Data supports NFS, Portworx and OpenShift Container Storage as 
storage types 

1.1.2.2 Each of the storage types have different availability and performance 
characteristics which need to be evaluated 

1.1.2.3 Indicate which storage types are supported by all services 

1.1.2.4 Portworx and NFS are supported by most services but there are exceptions 

1.1.3. Understand the recommended sizing for a Red Hat OpenShift cluster to support Cloud Pak for 
Data 

1.1.3.1 Be able to describe the recommended sizing of the various node types for both 
production and non-production clusters 

1.1.4. Explain the consequences for the sizing of the cluster when deploying additional services 

1.1.4.1 Be aware of the key functional and non-functional requirements that are used to size 
a Red Hat OpenShift cluster for a particular service  

1.1.5. Describe the various types of tenancy options and their pros and cons 

1.1.5.1 Be aware of the various tenancy options in the platform and their applicability to 
services 

1.1.6. Explain how installation tasks are split between a Red Hat OpenShift cluster administrator and 
Project Administrator 

1.1.6.1 Describe the administration tasks that are conducted by a cluster administrator and 
those that are conducted by a project administrator 

1.1.7 Define the security considerations for installing Cloud Pak for Data  

1.1.71 Explain the security standards that are supported by the platform and the software 
required to support the various levels of auditing 

1.1.8 Describe how to migrate from one Cloud Pak for Data instance to another 



1.1.8.1 Explain the tooling required for migration, how to install. In addition, describe the 
process for migration between clusters running the same OpenShift version and between 
clusters running different versions of Red Hat OpenShift 

 
 

REFERENCES 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/plan/architecture.html 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/plan/storage_consideration
s.html 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/plan/security.html 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/sys-reqs/services_prereqs.html 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/plan/rhos-reqs.html 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/admin/migrate.html 

 
TASK: 1.2  Define the configuration of the Red Hat OpenShift cluster nodes to support 
Cloud Pak for Data and its add-ons 
 
SUBTASK(S): 

1.2.1 Describe how external client applications can connect to Data Virtualization 

1.2.1.1 External clients can connect to DV using JDBC 

1.2.1.2 The DV service connection details provides the port details for SSL connections 
and non-SSL connections 

1.2.1.3 Ports are implemented as Red Hat OpenShift NodePorts, i.e. they are exposed 
on every node in the cluster 

1.2.2 Describe the purpose of node affinity for certain services in Cloud Pak for Data 

1.2.2.1 Affinity causes Red Hat OpenShift to schedule pods to the nodes to labelled 
nodes 

1.2.2.2 Compute nodes in the Red Hat OpenShift cluster can be dedicated to run DV 
services to avoid contention with other services 

1.2.2.3 When defining node affinity, high availability considerations still must be taken 
into account 

1.2.3 Define the method of setting kernel parameters such as maximum number of open files or 
kernel semaphores with Red Hat OpenShift 3.11 and Red Hat OpenShift 4.3 

1.2.3.1 There are differences between the methods for setting of kernel parameters 
between Red Hat OpenShift Container 3.11 and Red Hat OpenShift Container 4.3 



1.2.3.2 On Red Hat OpenShift Container 4.3 the tuning parameters must be set using a 
special “tuned” operator, or machine config 

1.2.4 Define how cluster worker nodes can be dedicated to run only certain Cloud Pak for Data 
add-ons (for example: Db2 Event Store) 

1.2.4.1 Red Hat OpenShift can prioritize certain nodes for executing workload through 
labeling 

1.2.4.2 The method for dedicating nodes for certain workload is through the process of 
tainting the nodes 

1.2.5 Define the purpose of custom configurations for specific modules such as Watson Studio 

1.2.5.1 Custom configurations such as different or additional storage classes to be used 
for the module services can be done through override files, specified at module 
installation time 

1.2.6 Identify special processor requirements for services like AutoAI 

1.2.6.1 Certain services such as AutoAI and Watson Assistant require a special 
processor type, AVX-2. Pytorch and Tensorflow part of the Intel Deep Learning 
Reference stack require AVX-512 

1.2.6.2 Not having these processors available on the infrastructure may/will cause jobs 
to fail 

References:  

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/svc/dv/dv-netreqs.html  

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/svc/dv/dv-dednodes.html  

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/install/node-settings.html 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/svc/dbs/db2es-
dednodes.html  

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/svc/wsj/ws-install-
override.html  

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/plan/rhos-reqs.html  

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/sys-reqs/services_prereqs.html 

 

TASK: 1.3   Describe which command line interface (CLI) tools are required for 
installing Cloud Pak for Data, where to obtain the CLI tools, and what the purpose is of 
each CLI tool set. 
 

SUBTASK(S): 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/sys-reqs/services_prereqs.html


1.3.1 Describe which command line interface (CLI) tools are required for installing Cloud Pak for 
Data 

1.3.1.1 To start the Cloud Pak for Data installation the Red Hat OpenShift Container 
Platform CLI and the Cloud Pak for Data CLI need to be installed by a Red Hat 
OpenShift administrator 

1.3.1.2 The Red Hat OpenShift Container Platform CLI must be available in the PATH 

1.3.1.3 The Red Hat OpenShift Container Platform CLI is used by the Cloud Pak for 
Data install process to identify the namespace, storage file system, and the registry to be 
used for the install 

1.3.1.4 The Cloud Pak for Data CLI provides the installation command for installing the 
Cloud Pak for Data control plane and any additional assemblies 

1.3.2 Describe which command line interface (CLI) tools are required for migrating the Cloud 
Pak for Data control plane metadata to another instance 

1.3.2.1 The cpd CLI command is used to install the services required for exporting and 
importing control plane metadata and services on each cluster 

1.3.2.2 The control plane metadata, including user accounts, roles, and global 
connections are included in the data being migrated 

1.3.2.3 The cpdtool CLI command is used to export/import the Cloud Pak for Data 
control plane metadata 

1.3.2.4 The cpdtool CLI command is used to export/import the Cloud Pak for Data 
services 

1.3.3 Describe which command line interface (CLI) tools are required for backup and disaster 
recovery for Cloud Pak for Data 

1.3.3.1 The cpd CLI command is used to install the backup and restore service 

1.3.3.2 The cpdbr CLI command is used to backup and restore persistent volumes in the 
IBM Cloud Pak for Data project file system 

 

References: 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/install/installation-files.html 

https://github.com/IBM/cpd-cli 

https://docs.openshift.com/container-platform/3.11/cli_reference/get_started_cli.html or 

https://docs.openshift.com/container-platform/4.3/cli_reference/openshift_cli/getting-started-
cli.html 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/admin/cpd-tool-install.html 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/admin/cpdbr-intall.html 

http://earth1.fyre.ibm.com:9081/support/knowledgecenter/SSQNUZ_3.0.0/cpd/install/installation-files.html
https://github.com/IBM/cpd-cli
https://docs.openshift.com/container-platform/3.11/cli_reference/get_started_cli.html
https://docs.openshift.com/container-platform/4.3/cli_reference/openshift_cli/getting-started-cli.html
https://docs.openshift.com/container-platform/4.3/cli_reference/openshift_cli/getting-started-cli.html


 

TASK 1.4  Ensure the correct rights and privileges are in place for the installation of the 
cluster and any additional service 
 

SUBTASK(S): 

1.4.1. Describe how to determine what changes need to be made to a cluster to support the Cloud 
Pak for Data control plane and any specific service 

1.4.1.1 How to use the cpd command line to ensure that the control plane can run on your 
cluster, including the creation of service accounts and SCC bindings and the configuration of 
all of the necessary resources. 

1.4.2 Define the Red Hat OpenShift role needed by a project administrator in order to be able to 
correctly install the cluster 

1.4.2.1 Describe how to use the oc command line to grant the correct privileges to the project 
administrator 

 

  

REFERENCES 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/install/service_accts.html 

 

TASK: 1.5  Install and run the Cloud Pak for Data and the related services 
 

SUBTASK(S): 

1.5.1 Specify the need for a local or central image registry 

1.5.1.1 An existing registry server can be used, which should be in close proximity of the 
Cloud Pak for Data cluster 

1.5.1.2 When using an external registry server, the image pull secrets must be linked to 
the Cloud Pak for Data project service accounts  

1.5.1.3 Alternatively, and recommended, the Red Hat OpenShift internal image registry 
which runs on the cluster can be used 

1.5.2 Define the need for a license API key to pull images from the Container Software Library 
on My IBM 

1.5.2.1 Define the process of downloading the images from the IBM Container Registry 
and pushing it to the local image registry 

1.5.3 Define the requirements of the server or workstation running the installation 



1.5.3.1 The installation of Cloud Pak for Data can be run on a Mac, Windows or Linux 
workstation or server 

1.5.3.2 Different versions of the cpd command are provided for each of the platforms 

1.5.4 Understand an air-gapped installation of Cloud Pak for Data 

1.5.4.1 When installing on an air-gapped cluster, the Cloud Pak for Data software must 
first be downloaded to a file system on a server or workstation 

1.5.4.2 The downloaded software can then be uploaded to the air-gapped cluster and 
installed from there 

1.5.4.3 The cpd command provides several options to help with this process 

1.5.5 Understanding the base installation and add-ons 

1.5.5.1 The base installation is called the “Lite” assembly 

1.5.5.2 Most add-ons can be installed by installing an assembly representing the service 
using the cpd command 

1.5.5.3 If an add-on has dependencies, these are automatically included 

1.5.6 Understand the process of uninstalling Cloud Pak for Data or one of its add-ons 

1.5.6.1 When deleting the namespace in which Cloud Pak for Data is installed, it 
removes all deployments from all services 

1.5.6.2 Individual services can be uninstalled using the cpd command 

1.5.6.3 The cpd uninstall command can be run with a dry-run option to first check the 
consequence of running it 

 

References: 

Image registry: 
https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/install/registry_server.html  

Licenses: https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/install/installation-
files.html  

Requirements of server running the installation: 
https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/install/installation-files.html  

Air-gapped installation: 
https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/install/ag-install-prep.html  

Base installation and add-ons: 
https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/svc/svc.html  

Uninstalling: https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/install/rhos-
uninstall.html 



 

Section 2:  Security and Configuration  
 

TASK: 2.1   Ensure the administrator understands integration with security and 
monitoring related enterprise services. 
 

SUBTASK(S): 

2.1.1 Specify the need to replace the self-signed certificate used by a standard CLOUD PAK FOR 
DATA installation 

2.1.1.1 The Cloud Pak for Data cluster should be configured as a trusted domain within the 
enterprise; hence the default self-signed certificate can be replaced by the company’s TLS 
certificate. 

2.1.1.2 Certificates and private keys must be specified in PEM format. 

2.1.2 Define the purpose of setting up an SMTP server 

2.1.2.1 Use of the SMTP server is limited to Watson Studio and Watson Knowledge Catalog 
to interact with personas working on these components. 

2.1.3 Define the possibility to integrate with the company’s single sign-on service and its 
requirements 

2.1.3.1 For integration with an IAM service, the IBM Common Services package must be 
installed and configured. 

2.1.3.2 For integration with SAML, information about the identify provider must be specified 
in a configuration file and pushed to the user management pods. 

2.1.4 Explain the possibility to prompt users to accept terms and conditions before they can log in to 
the web client 

2.1.4.1 You may enable the prompt to comply with the FISMA regulations 

2.1.3.2 You can specify the text that the user must click to acknowledge that they agree with 
the terms and conditions 

 

References: 

Certificates: https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/install/https-
config-openshift.html  

SMTP: https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/install/smpt-
config.html  

Common Services: 
https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/install/common-svcs.html  

SSO: https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/install/saml-sso.html  



Terms & Conditions: 
https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/install/terms-conditions-
dialog.html  

 

TASK: 2.2  Configure User Management 
 

SUBTASK(S): 

2.2.1 Explain how to connections are established between your LDAP server and Cloud Pak for 
Data 

2.2.3 Explain how LDAP groups integrate with Cloud Pak User Roles 

2.2.4 Understand how to test LDAP authentication settings, SSL Certificates and use of LDAP 
search command line 

2.2.5 Explain how to troubleshoot LDAP connection errors using the Event Logs 

2.2.6 Describe the different roles and related permission that are pre-defined with Cloud Pak for 
Data 

2.2.7 Explain how to define custom roles within Cloud Pak and assign users to roles 

2.2.8 Describe how permissions are granted and what access permission grant to users 

 

References: 

Section 3:  Platform Administration  
 

TASK: 3.1  Describe the Monitoring and Logging Capabilities available for deployments 
in the Cloud Pak for Data system. 
 

SUBTASK(S): 

3.1.1 Describe what resources are monitored through the Cloud Pak for Data web client 

3.1.1.1 To access the deployment monitoring capabilities the user must have the Cloud 
Pak for Data administrator role 

3.1.1.2 The Cloud Pak for Data web client is used to monitor resources associated with 
each component deployed within Cloud Pak for Data 

3.1.1.3 The compute processing resources monitored include the number of virtual cores 
(vCPUs) a service is using versus the number of virtual cores the deployed component 
has reserved 

3.1.1.4 Monitoring includes the memory that each deployment is currently using 
compared to the memory that each deployment has reserved. 



3.1.2 Describe what a deployment is 

3.1.2.1 A deployment is a service that has been provisioned in Cloud Pak for Data 

3.1.2.2 A deployment is comprised of fixed resources, dynamic runtimes, and service 
instances 

3.1.2.3 Each deployed component consists of one or more resources that can be 
monitored 

3.1.3 Describe the types of resources monitored 

3.1.3.1 Fixed resources are the specific resources that are required to run the service 

3.1.3.2 Dynamic resources are spun up in response to user requests such as starting an 
environment for a Jupyter Notebook 

3.1.3.3 Service instances are each of the instances running for a service. There may be 
one or more based upon the service 

3.1.4 Describe what Logging is available in Cloud Pak for Data 

3.1.4.1 You can view log entries for a pod in a deployment by reviewing pods under the 
pod controllers in the fixed resources tab 

3.1.4.2 The Red Hat OpenShift administrator can use the oc logs command to retrieve 
the logs associated with a pod 

3.1.4.3 Various services, e.g. Streams, Db2, Spark, Watson Knowledge Catalog, Data 
Refinery, Data Virtualization, and DataStage, deployed to Cloud Pak for Data generate 
logs to aid in troubleshooting 

 

References: 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/admin/delete_resource.html 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/admin/deployments.html 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/admin/users.html 

https://www-
03preprod.ibm.com/support/knowledgecenter/en/SSQNUZ_3.0.1/cpd/admin/pod_restart.html 

 

TASK: 3.2 Define the capabilities of scaling services added to Cloud Pak for Data and 
instances for certain services 
 

SUBTASK(S): 

3.2.1 When scaling services, you can choose from T-Shirt sizes 



3.2.1.1 Small scale is the default for all services and in this case the service has only 1 
replica 

3.2.1.2 With medium scale the service has more than 1 replica for increased capacity or high 
availability 

3.2.2 Services can be scaled up to increase processing capacity or support high availability 

3.2.2.1 When scaling up a service, the dependent services are scaled up as well 

3.2.2.1 When scaling down a service, the dependent services are not affected 

3.2.3 Scaling of services can be done only from the command line, using the cpd command 

3.2.4 Some services such as Streams and Spark also provide scaling parameters at the instance 
level for more fine-grained control 

3.2.4.1 Instances are dynamic services which can be spun up and shut down by the 
administrator 

3.2.4.2 Resource quota for a Spark service instance can be specified for an instance using a 
ConfigMap. 

References: 

Scaling: https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/admin/scaling-
svcs.html  

Spark resource quota: 
https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/wsj/spark/spark-resource-
quota.html  

 

TASK: 3.3  Define the steps to manage Cloud Pak for Data cluster resources. 
 

SUBTASK(S): 

3.3.1. Understand the Kubernetes and Red Hat OpenShift resource allocation behavior  

3.3.1.1 Describe how Kubernetes behavior based on pod resource request and limit. 

3.3.2. Understand how to use Red Hat OpenShift Container Console to monitor resource usage for 
cluster 

3.3.3. Define the queries from Red Hat OpenShift Container Console to monitor cluster, service 
resource usage 

3.3.4. Understand how to check resource settings for a service, or a pod 

3.3.6. Describe steps to check and fix a worker node resource overloaded problem 

3.3.7. Understand the potential effect if too many pods in a cluster in terminating or pending 
state. 



3.3.8. Describe all available Cloud Pak for Data utilities that can help customer manage 
resources 

3.3.9. Describe steps of adding worker node to a cluster 

 

References: 

https://www.openshift.com/blog/4.3-blog-whats-new-in-the-4.3-console 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/admin/admin-cluster.html 

 

TASK: 3.4 Explain the different backup and restore approaches for Cloud Pak for Data. 
 

SUBTASK(S): 

3.4.1. Describe the backup and restore approach for Cloud Pak for Data and services with Portworx 
as storage. 

3.4.2. Describe the backup and restore approach for Cloud Pak for Data and services with NFS as 
storage. 

3.4.3. Describe Understand the cluster requirements for Cloud Pak for Data snapshot backup and 
restore solution. 

3.4.4. Describe the advantage and disadvantage of snapshot backup with Cloud Pak for Data. 

3.4.5. Describe Understand the advantage and disadvantage of volume backup with Cloud Pak for 
Data. 

3.4.6. Describe the process of doing snapshot backup for a Cloud Pak for Data cluster 

3.4.6.1 Specific for Portworx 

3.4.7. Describe the process of doing volume backup for a Cloud Pak for Data cluster 

References: 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/admin/admin-cluster.html 

 

TASK: 3.5   Setup multitenancy  
 

SUBTASK(S): 

3.5.1. Understand different level of multitenancy support for Cloud Pak for Data. 

3.5.2. Understand namespace-based multitenancy, and its advantage and disadvantage. 

3.5.3. Understand access control for service provision instance 

3.5.4. Understand that service instances support resource isolation, but no resource isolation. 

https://www.openshift.com/blog/4.3-blog-whats-new-in-the-4.3-console


3.5.5. Describe steps of setting up tethered namespace 

3.5.6. Understand the advantage of tethered namespace 

 

References: 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/admin/admin-cluster.html 

 

TASK 3.6 Describe how to patch the control plane and services and how to upgrade the 
control plane and services 
 

SUBTASK(S): 

3.6.1.  Describe how to determine if patches are available for your cluster 

3.6.2 Understand the difference between patching an air-gapped environment and an 
environment connected to the internet 

3.6.3 Describe prerequisite patches and how to determine if they are installed 

3.6.4 Describe how to upgrade the Cloud Pak for Data Control plane 

3.6.5 Understand the difference between upgrading in service when connected to the internet 
compared to running in an air-gapped environment 

 

REFERENCES 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/patch/apply-patches.html 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/install/upgrade-
overview.html 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/svc/services.html - each 
service has its own upgrade instructions 

 

References: 

 

TASK  3.7  Ensure all data sources are defined for use within Cloud Pak for Data  
 
Subtask(s): 

3.7.1 Explain how to configure and import additional JDBC drivers in support of JDBC sources 

3.7.2 Describe how data source connections are defined and used to access external data 
sources 



3.7.3 Add Hadoop 

 

TASK  3.8  Manage Deployments using the Cloud Pak for Data UI 
 

SUBTASK(S): 

3.8.1. Demonstrate how to assess usage of dynamic runtimes 
3.8.2. Demonstrate troubleshooting capabilities through the Web UI 
3.8.3 Demonstrate how to assess resource usage for the services and pods 
3.8.4 Demonstrate how to assess resource usage of services and pods 
 

References: 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/admin/admin-cluster.html 

 

Section 4:  Troubleshooting  
 

TASK  4.1  Analyze logging to troubleshoot platform issues.  
 

SUBTASK(S): 

4.1.1 Describe how you would troubleshoot platform issues.  

4.1.1.1 Check that pods are not in Pending, Error, or any state that isn't Running.  

4.1.1.2 For pods that are Running, make sure all of them are Ready (1/1, 2/2, 3/3, etc.) 

4.1.1.3 Be able to describe and get the log of the pods in question 

 

  

References:  

 

TASK  4.2  Troubleshoot common issues using Red Hat OpenShift Container  
command-line capabilities.  
 

SUBTASK(S): 

4.2.1 Cannot log in to the web client 



4.2.1.1 Understand that the 502 Gateway error could be caused the browser's cookies. 
A fix is to delete the cookies or using Private (Firefox) or Incognito (Chrome) browser 
instead. 

4.2.1.2 Understand that the 502 Gateway error could be caused by pods that are 
managing the web client are not running. Check the iis-services, usermgmt, couchdb 
pod. 

 

4.2.2 Cannot create or edit users 

4.2.2.1 Understand that possible network issues could cause a delay and that one 
possible fix here is try again after 30 seconds. 

4.2.2.2 Describe the possible cause of an invalid session token and the possible fix of 
logging out and in again. Could also log in with Private (Firefox) or Incognito (Chrome) 
browser.  

4.2.2.3 Understand that there are specific pods (usermgmt, couchdb, redis, iis-service) 
which controls this functionality 

 

4.2.3 Cluster imbalance overwhelms worker nodes 

4.2.3.1 Describe the steps needed to diagnose and resolve this issue.  

Check the node's resources capacity 

Modify the default scheduler to fix the imbalance 

Identify pods that are saturated and reschedule them to other nodes 

Delete pods that are in Terminating or Error state to clean up the resources used 

4.2.4 Resume an installation or upgrade after a fixing the reason for the initial failure 

4.2.4.1 Understand how to resume an installation and upgrade and continuing to monitor 
its progress through the operator pod log 

4.2.5 Web client is taking a long time to respond 

4.2.5.1 Understand the possible cause could be related to the installation not using the 
correct the DNS name. The default name is Red Hat OpenShift DNS name which may 
not match the custom Cloud Pak for Data DNS name, so you would need to update the 
cluster to use the custom name. 

4.2.6 Describe the typical uninstallation process for Cloud Pak for Data services 

4.2.6.1 Delete any instance and resources associated with the resource 

4.2.6.2 Remove predefined permissions and roles from collaborators using that service 

  



References: 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/troubleshoot/troubleshootin
g-platform.html 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/install/dns-svc.html 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/svc/wsj/wkc-uninstall.html 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/svc/dv/uninstall-dv.html 

 

 

TASK  4.3   Run a diagnostics job 
 

SUBTASK(S): 

4.3.1 Describe the purpose of running a diagnostic job 

Diagnostic jobs create a zip of all the logs from the pods of the selected service. This 
information is valuable to help the IBM Support team begin troubleshooting issues.  

4.3.2 Explain the scope of the different types of diagnostic jobs you can create 

You create a job by specifying which services' logs you want to include as part of that job. By 
default, the pods related to the control plane of the Cloud Pak for Data platform is collected. In 
addition, you can select additional services to be part of the diagnostic job. You can also specify 
the timeframe of when you want to go back to gather the logs. 

4.3.3 Summarize the type of content provided in the diagnostic job 

A zip file is generated with the folders relating to the service you selected to be part of the job. 
The Cloud Pak for Data platform is always included with each job you run. Inside the individual 
service folders, there will be additional folders for each of the pods relating to that service. In 
those folders are a text file of the log output. Specific log content will depend on the pods 
themselves. 

  

References: 

https://www.ibm.com/support/knowledgecenter/SSQNUZ_3.0.1/cpd/admin/gather_diagnostics.h
tml 
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